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Talk Overview and Roadmap

Agentic Al Systems and Trustworthiness Challenges
Understanding the Core of Agentic Al from the Circuit View
Early Exploration of LLM Analysis Framework

Possible Extensions to Integration and System Level

Challenges and Opportunities

The talk in a Nutshell

Agentic Al system being deployed faster than we can assure it. The path to assurance runs
from understanding the LLM core as an analyzable circuit, to monitoring the whole agentic
system at its action boundaries.
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Opportunity Comes with Risks

Social concerns on safe, reliable, trustworthy Al

US & Canada

Tesla in fatal California crash was on
Autopilot

f © W [ «2shae

4 1-min Summary

UN Security Council
discusses Al risks for

the first time
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Technology

Al image recognition fooled by single
pixel change
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Software Development Paradigm 1.0 and 2.0

o Traditional Software 0 Machine Learning Software
Rule-based Data-driven

Traditional : _
Software Developer = Deep Learning
S

oftware Developer

l Coding et _ )
_ P Collection Coding

Source Code

o n.n,,m; Training Data Train Program :-_____-'
lemnitral ficw graghl) .___.4’\. '.___'l'._. ".;L-,_.
ilati i NS
Compilation l Transformation s
Trainin M I'\_.-':
raul
Input ——| Executable code |~ Output l
Seural network

Input —— Deep Learning Model |—s
40+ years of reliability & safety research npu eep Learning Vode Output




2023-: A New Era of Generative Al

Prompt:
Generate a cartoon style image of Tokyo with Sakura
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2026: Agentic Al Reshapes Autonomous Engineering and Discovery

COMPUTER-USE - browser agent ® VLM - robotics agent

Jules




(LLMAS, Focus of This Talk)

s

Typical Architecture of an LLM-Based Agentic Al System

Execution Result & Observation

Environment
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Gaming  Physical World
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Typical Architecture of an LLM-based Agentic System (LLMAS)
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Many Real-World LLM-Based Agents Are Complex Systems

Public Perception of LLMs

« Complex System

- Engineering Efforts

« Various Al/Software Comp.

- Software/Hardware/Networking Infra




2025-26: Agents Now Span the Whole SE Lifecycle

Spec &issue Design drafts, Coding agents Async PR review Test generation Pipeline agents Incident
triage ADRs (CLI/IDE) response
Maturity: ® mainstream o growing L emerging

% 80.9% U
39% 9% heven
of professional developersused SWE-bench Verified, Feb 2026: up Code generationis mainstream;
Claude Code at work in May-Jul 2026, only 6 ptsin sixmonths; OpenAl testing growsfastest; CI/CD
up from 18% in Jan 2026; Codex 3% stopped reporting it as saturated and orchestration is least adopted;
—16% contaminated incident responseis small but

highest ROI

JetBrains, Aug 2026 OpenAl, 23Feb 2026 Keyhole Software, 2026

Agents now take on whole tasks across the lifecycle while the benchmarks that measured
them have saturated: assurance must cover the agent's actions, not just its output.

Sources: JetBrains Research, Al Coding Agents: Adoption Trends (Aug 2026); OpenAl, Why SWE -bench Verified no longer measures
frontier coding capabilities(23 Feb 2026); Keyhole Software, Agentic Al in the SDLC: 2026 Adoption and Impact Data.
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Adoption Is Racing Ahead of Trustworthiness Assurance

LLM-based agentic systems are moving from pilots to production across industries

Racing ahead

* 79% of enterprises already report Al agents in
use'

*  40% of apps will embed task-specific agents
by end-20262

But trust is the bottleneck

* Fewer than 10% have scaled agentsin any
single function?

* 74% of IT leaders call agents a new attack
vector; 13% feel ready to govern them?®

: 1 PwC, Apr 2025 -2,4 Gartner, 2025- 3 McKinsey, Nov 2025

Of every 100 organizations...
McKinsey, The State of Al, Nov 2025

sa7 I

use Al in at least one business function

627 [

are piloting or experimenting with Al agents

23% [

have scaled agentsin at least one function

10% [

have scaled agents in any given function

Only about 1in 10 has scaled agents into production.



Safety and Security Concerns Across the Agentic Al Systems
OWASP Top 10 for Agentic Applications 2026 (ASI01-ASI10, published Dec 2025)

- en e s e e e e e s e e e e e e e e e e - -

LLM - planner - orchestrator metadata  ASI02 Tool misuse & exploitation

f

|

Agent core poikonedtool 100IS & MCP servers
|

| -

ASI01 Goal hijack
ASI10 Rogue agents

ASI04 Supply chaincompromise

|
Humanuser authority-ias
social

ASI09 Trust  engineeripg
exploitation

200,000+ exposed MCP instances in the wild

|
Rqu/ ssH- Execution environment
ey .
exfiltration  ASI05 Unexpected code execution
—

! ASI03 Identity & privilege abuse

|
I MINJA-style

injected memories

@ownse, | TOP10 s tdaives

|
Short- & Long-term Memory spdofed A Other agents (A2A)
AS.IOS .Memory Al messages  ASI07 Insecure agent comms
oisonin !
> 2 ASI08 Cascading failures

Agentic Al - Threats
and Mitigations

OWASP Top 10 for LLM Apps & Gen Al

i b ~-. TRUSTEDINTERNALZONE  __ 12

Version10
oy

N e e e -



_Regulations, Policies and Laws on Al Usage since 2023 ®

SNON
«_\L » European Union
E : + EUAlAct (inforce)

« DSA (in effect)

42001 . 500 Al laws in progress

« 200 Al laws passed/in effect

The world'’s first international ' 2T : . Liabllty insurance for Al Gn effect)
H s o S " Aii%s : « Regulatory sandboxes for Al (in effect)
standard on Almanagement systems oL : 4
: United Kingdom

« Artificial Intelligence (Regulation

and Workers' Rights) Bill
(introduced) ‘ '

Artificial Intelligence (Regulation)

i, 5
: al
ERCHIBITED « Public Authority Algorithmic and 4

Automated Decision-Making : General principles

Al Promotion Act
Passed 28 May 2025 in force 1Sep2025 Systems Bill (introduced) : for Al development
. Vehicles Act ¥ :

\.4'

Japan's first Al-specific law: promotion- :
first, guidance and investigation powers, : N
no penalties . [ i Al Basic Act

o (passed)

The world's first mandatory large-scale 5 [ spain |

Royal decree on

I"e g u I at io n o n A I u sa ge collective licenses

for Al training

)
e (introduced)
. . A/
Al technologies should be used ina

Artificial Intelligence
Legal Framework

regulated, trustworthy, B
standardized manner, but significant gap exists

Holistic Al




From Al Safety/Security Policy to Practical Enforcement

My 2023

AIDA and the
Future of Al

Regulation in
Canada

CARAVEL

TECHNOLOGY

G7 agrees on first comprehensive
guidelines for generative Al

Princ ples urge developers and users to combat mis nformation

Artificial Intelligence Act Trilogue
Press Conference

The policies are written;

but automated auditing and enforcement

techniques do not yet exist.

n EU Artificial
—  Intelligence Act

Article 6
Classification rules for high-risk Al systems

Irrespective of whether an Al system is placed on the market or put into service
independently from the products referred to in points (a) and (b), that Al system shall
be considered high-risk where both of the following conditions are fulfilled:

(a) the Al system is intended to be used as a safety component of a product, or is
itself a product, covered by the Union harmonisation legislation listed in Annex
1I;

Article 7
Amendments to Annex [l

The Commission is empowered to adopt delegated acts in accordance with Article 73
to update the list in Annex III by adding high-risk Al systems where both of the
following conditions are fulfilled:

(a) the Al systems are intended to be used in any of the areas listed in points 1 to 8
of Annex III;

(b) the Al systems pose a risk of harm to the health and safety, or a risk of adverse
impact on fundamental rights, that is, in respect of its severity and probability
of occurrence, equivalent to or greater than the risk of harm or of adverse
impact posed by the high-risk Al systems already referred to in Annex III.

‘When assessing for the purposes of paragraph 1 whether an Al system poses a risk of
harm to the health and safety or a risk of adverse impact on fundamental rights that is
equivalent to or greater than the risk of harm posed by the high-risk Al systems

14



From the Unit Core of an Agentic Al System to the Whole System

Integration
Level

Traditional
Software

— Component

Software
Component

Al
Software

Component
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Talk Overview and Roadmap

Agentic Al Systems and Trustworthiness Challenges
Understanding the Core of Agentic Al from the Circuit View
Early Exploration of LLM Analysis Framework

Possible Extensions to Integration and System Level

Challenges and Opportunities

Where we are

Adoptionis outrunning assurance, and the risks span every component of the agent architecture. To
assure the system we must first understand its core: the LLM, viewed as a circuit we can analyze.

16



LLMs(Large Language Models)and FMs (Foundation Models)

p(x|x...x )

What is a Large Language Model ?

step1 LLM — @ A large language model is an AI system designed to process and
generate human language. It is trained on a massive amount of

text data andcan be used for ...
step2 LLMhas
step3 LLMhassecurity | challenges
tasks 5.2%
T

things -
result  LLMhas security challenges el S
many 3.8B%

S—
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Understanding the Capability Boundary of
Traditional Software and a Simple DNN

Pre Condition {P}

def sum(arr):

# The sum of an array.

result=0
foriinrange(n):
® result +=i
return result

Set up breakpoints
Post Condition {0}

Pre Condition {P}?

|

Love
Deep

Neural

SRR

Network

Post Condition {0}?

ol



Formal: Method for Understanding/Reasoning
Statistical: Empirical Testing/Fuzzing/Attacking for Practice

- Undecidability: correctness properties of Turing machines, and
more generally, programs, are often undecidable

* In practice: limited automation, precision and generality
« Static analysis / abstract interpretation

e Semi-automated proving, proof essentially manual, checked by
machine

* Model checking

e Constraint Solving, SAT, SMT, requires program annotations
(contracts, invariants)




A Simple DNN (Deep Neural Network) Stacks Layers of W and f(-)

A 3-dimensional jnput, two hidden layers, one decision — weight matrices Wy, W,, W.
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input x presented

y=W; fl W, fl W;x))

each layer: h,=f( W,h,_,)- the learned knowledge lives in the W,, and f is what lets layers compose




Circuit View: Each Weight Matrix SVD = Read — Scale — Write

Every layer's weight matrix decomposes the same way — W, W,, Ws:
W,=U,Z,V,T=07 U1Vvy + 0z UV  +...(2=12,3)

v;- detect u; - write

g -
SINGULAR-VALUE SPECTRUM lIIIl IIIII

sses)

VT —Read

Project the input onto each direction: alignment a,= v-h —"how much of feature i is present?”

01 () 03
- X —Scale
Afewdirections carry most of theenergy —
the layer's effective rank is small. Scale each alignment by its singular value o,. Large o amplifies; 0=0is discarded.
U — Write

Sum the weighted parts into the output pattern passed to the next layer.

The directions vy, v,, v; are importance-ranked like principal components
but of the layer's computation, not the data.




Circuit View (Static): The Active Channels Trace a Decision Path

ln thAa raurnatuinrvl) Aasana Af nAalirana fira An AvAarms iR+ hitt+thAa C\/N Ak Anvia tha AAanician trithividans An i11a+ D 2 aAlhannala

e p
RAW NETWORK -complex& messy toread
] @
[ ]
[ ]
SVD
® o
[
g rotate to
@ channels
° @
[
every neuron lit- hundreds of tangled paths — where's the logic?
. _/
input presented
c, fires — cq2fires
(predicate) (predicate)

'

SVD VIEW -2-3channels decide

layer 1channels layer 2 channels
¢
... rest = idle
&
... rest = jdle

each layer: one dominant channel outweighs the rest

class

he tangle of neurons hides asparse logic: a handful of channels carry the decision — that fewis what coverage must target, not every neuro

— class Alverdict)




V7 T REYVIRY 712026

Talk Overview and Roadmap

Agentic Al Systems and Trustworthiness Challenges
Understanding the Core of Agentic Al from the Circuit View
Early Exploration of LLM Analysis Framework

Possible Extensions to Integration and System Level

Challenges and Opportunities

Where we are

An LLMisa chain of large matrices with low effective rank, and every inference is a trace of hidden -state
transitions. Next: turning that view into working analysis frameworks (LUNA, PtTrust, AcTracer,
uncertainty analysis).

23



DNN for Classification Does Not Simply Transfer to LLMs

Classical DNN

Simple output, limited
operation scope

network output - score distribution over classes forwar d pass produces a score curve

Output Confidence

| Labelsin Classification

enerated so far:

LLM

Autoregressive generation,
much broader scope

Token Sequence Position




New Analysis Needed for Trustworthiness Assurance

Consider Data Distribution

: : Time/Token Aware
C High DNN Dim.
onquertig m & Autoregressive Behavior

Deep

audio input - encoder consumes the signal listening...
pheneme tokens - decaded autoregressively, sach canditioned on all previous tokens

Neural

Network

prompt recelved

25



Circuit View: One Transformer Block (x N)of an LLM

logits Final logits via the unembedding.
D _
unembed T(t) - WU L1
-
DX,
+)X:,,
’ @AH’ AnMLP mis run and added to the stream.
MLPm Tiv2 = Tit1 + mM(Tit1)
| one
(i, residual
Each attention head his run and added. block
ho h Tit1 = Ti + D pep M)
L L L x;
. X()
em.bed Token embedding.
1 g — WEt
tokens

Nothing is overwritten — the streamis a running sum of contributions, and every W is a big matrix we can

decompose. n.

https://transformer-circuits.pub/2021/framework/index.html



Token/Time Awareness: Residual Stream State Transition per Token

Three tokens, threejidentical blocks. A token's Query reads its own and earlier tokens' Keys/Values; each stream then predicts the next token.

unembed unembed unembed unembed
Time-Aware State ‘“” ‘m &‘”
Transition Modeling
MLP m MLP m + MLP m * MLP m +
— | — ]
—p! > —_—

s ()R] ©2 GJ0) o L&) o°
.0 .0

embed embed embed embed

Step 1 Step 2 Step 3

Q-K-V —the current token's Query matches the Keys of itself and earlier tokens, Next-token prediction — each stream predicts the following token: LLM — has,

then pullsin their Values. Attention is the only cross-stream step. has — security, security — challenges.




High-Level Intuition: Abstraction, Analysis, Interaction
(Rule-based or Learning-based)

o[l H |

02 | O BEE (o
04 m

05 [ [ | L

os T [N
o7 Il [ |

.

Collect Hidden States

|Statistics from Domain Data

o == (e
® ® ® -s.
L ]
& ® ®e ® o
® ® __ °
. . . Maow Inslancs Inlaranog State Transition
® o
@ & .
1T 1§ 7 | ® e
Surrogate/Abstract T °

Model Construction

Interactive
Analysis




@ &l LUNA: A Model-Based Universal Analysis Framework for

LUNA .

Large Language Models

Framework Design

Practical Applications Abstract Medel Construction Model Quality Measurement Metrics
'l | I Inf . Dimensiol Abstract Model-Wise Metri
- Seniment st erseon — B neduatoncron s ose e et
= Duestion & Answer @ . * Buccinctness + State Classification
v ,,-""_'_Pﬂ + Coverage « Perplexity
G (Z) state Space Partition / « Sensitivity L
(—-\. ] & ]
@ Subject LLM Kmgans GHH | Erid b Semantics-Wise Metrics
L ) ® A | » Preciseness + Entropy
Madel Construction ~+ + Value Trend + Derivative Trend

Trustworthiness Perspectives E: MM o 0_'3' OTME

-
+ 00D Detection <
+ Adversarial Robustness —_@\~——_.

+ Truthfulness Seman'ticsBindl'nq[ @ Abstract Model

LS A T

Framework Utilization ;

* Surprise Level L.

®

Model Quality Assessment ]

Abstraction @
Semantics Score
-

1 asw I
DW@{,-, Taken 1. |[ Token2 | =o| Takenn ~ ] -
A — f LLM Dutputs 2 (3 (B ,:_-}| Abnormality | Ly

o e Detection
L./ @ * . ¥
Subject LLM I Semantics  0.52 2 0ES

Model-based LLM
Trustworthiness Analysis

We propose LUNA, a white-box model-based framework to interpret LLMs" behaviors

Song, Da, et al. "LUNA: A Model-Based Universal Analysis Framework for Large Language Models." [EEE Transactions on Software Engineering (2024).
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Abstract Model Construction

Dimension Reduction: SAE: Sparse AutoEncoder, PCA, etc.

Grid-based: Divide spaces into m equal intervals per dimension

Cluster-based: Group states using GMM or KMeans.

DTMC: Tracks token-to-token transitions for state movement likelihood.

HMM: Capture longer-term dependencies.

SSM: State Space Modelling

Abstract Model Construction

Internal Info Dimension
Extraction N Reduction: PCA
S ,[_—f___
¥
@ State Space Partition
[ Kmeans } [ GMM } [ Grid J
284

Model Construction

(g 3 HMMJ {O'O;‘O DTMCJ

(a) DTMC (b) HMM

’ 30
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Trustworthiness Perspectives and Semantic Binding

Trustworthiness Concerns

1 Hallucination

1 Safety & Security
1 Privacy Leakage
1 Robustness

1 Fairness

1 Code Correctness

- ...

A




prompt encoded - abstract state §,

STATE ABSTRACTION

residual state x € R™ 72

L PCA

reducedz € R*

| partition

[ abstract state % }

each inference =a sequence of state
transitions ¢5> q,

LLM Generation as a State Transition Walk

Each token's block-output residual — PCA — one abstract state; the run traces a path through a Markov model, and semantics flag normal vs abnormal.

~
[ LLM has

security

challenges

abstraction — the 131,072-d residual (32 layers x 4,096-d hidden states, stacked)is PCA-reduced and
ed into discrete states; each generation becomes a transition sequence ina DTMC/HMM.

Semantics binding— low transition probability or low state semantics 0 flagsabnormal
behavior (hallucination / 00D), enabling token-by-token monitoring.

ol



Localizing and Fixing LLM-Generated Bugs Is Not Easy

These bugs can be complex and very diverse.

1 def fibfib(n):

3 - 1 def sort_third(l):
3 The FibFib number sequence is a sequence similar : -
1 to the Fibbonacci sequnece that's defined as 3 This function taks a list 1 and returns a list 1’
5 follows: 4 such that 1’ is identical to 1 in the indicies
6 fibfib(@) == @ [ Incorrect Cond. ] : that are not devisible by three, while its value
7 fibfib(1) == @ 6 at the indicies that are devisible by three are
8 fibfib(2) == 1 1 def tri(l): ralues of the corresponding indicies
: fibfib(n) == fibfib(n- 2 o
10 onn 3 Tribonacci sequence is defined by the recurrence: [Meaningless COdGJ
11 tri(l) = 3 ; g :
12 if n == @: 5 triln) =1+ n / 2, if n is even, :or f %n range(len(1)) %f % % 3 !'= 0]
13 return @ 6 tri(n) = tri(n - 1) + tri(n - 2) + tri(n + 1), if ©°F i in range(len(1)) if i% 3 i= o]
.4 P ——— 5 n is odd. ‘or 1 in range(len(1l)) if i % 3 != 0]
15 return 1 5 o - . ot ]
16 elses 9 [ Infinite Recursion ] poroe
18 if n == 1:
e 11 return [1])
12 ifn==1o0orn-==2:

return trif{n - 1) + tri{n - 2) + tri(n + 1)




Towards Understanding the Characteristics of
Code Generation Errors Made by Large Language Models (ICSE 25)

Incorrect Example

Correct Soluthon

| ] Example of Incorrect Solutions

Correct Solutions

dl-l' doy h]n tha_difference{lac):
sum = 0
for i in lst:
l.l1'-\'l'.'lllnd'.1-2!-l}
ae

.I.'\I‘tl.llﬂ I“

] Taak 151 reaund Truth
daf doubla_the_dif ference (lag):
ana = 0
for num in lat:
if n1.|rrl|j! 2 == | and num >

4= num ==
eatuEn ana

nd *.* gnt in stri{num): ans

¥ [Task 151 sodeGen-16b
def dovble_the_difference(lst):
sum = 0
for L in lat:
!.!J.?':IIMJ.;_Z‘.-'II
"

4=
rebturn sus

det doubl o_the “difference (1sc):
ans =
for num in lst
£ numi2==] lnd num>0 and "." not

in strinum): ans += num == 2
return ans

dtl' c}i-:ingt.:j-:;selx. base) :
rad
whilea = > 0:

® = x ff base
eatuEn raauln

eam, £ = ¥ | base, str{zem)+r

dln! l:runqc_pdscix basel
f _0: retarm *0"

'u"hi.li % l= 0;

return’ £t

wt, K = J'Lr[xtbasel & ret, x f/ base

dat a-clu foniise):
sum o
for i in range(l, len(lst), 2):

if lat[i] O0: suam 4= 5".|J.
return sus

det solution(13t):
retuarn lu.n[lx Encl.' idx, x in
enumarate (1st] if idx¥2==0 and x

Yi==1]

Example of Code Errors for CodeGen and GPT-3.5 on HumanEval
(separate experiment from the GPT-4/SantaCoder/StarCoder

comparison)

LLM generated incorrect code does not necessarily mean the generated
code is entirely flawed.

Based on our experience and prior empirical studies, errors often occurin

critical condition checks or computations, typically affecting only a single

orafewlines of code.

(ICSE"25) Towards Understanding the Characteristics of Code Generation Errors Made by Large Language Models
Zhijie Wang*, Zijie Zhou*, Da Song*, Yuheng Huang, Shengmai Chen, Leil Ma, Tianyi Zhang

S—



AcTracer: Accurate LLM Evaluation with Far Less Labeling
(ACM TOSEM26) AcTracer: Active Testing of LLMs via Multi-Stage Sampling

‘ Full Evaluation (Ground Truth) a AcTracer (Active Testing)

50-35% Label only Esti d
Label 100% Ground-truth fewer labels o stimate
— 5_50 / LLM
LLM (<) —
of the test data erformance performance
. Active testing via of the test data A
multi-stage sampling (selected by AcTracer)
(AcTracer)
o Quantitative Results from the Paper (Selected Examples) Lower AUC indicates closer estimation to the full-data performance.
. AcTracer Best baseline Improvement
Model Dataset Labeling budget (AUC of relative estimation error |) (AUC of relative estimation error) over best baseline
Llama-3 TriviaQA 5-50% 0.0024 0.0051 52.94% |
Llama-3 TruthfulQA-I 5-50% 0.0034 0.0068 50.00% |
Llama-2 AGIEval 5-50% 0.0101 0.0152 33.55% |
Llama-3 NQ-open 5-50% 0.0158 0.0252 37.18% |
Llama-3 GSM8K 5-50% 0.0164 0.0217 24.42% |
Codellama HumanEval 5-50% 0.0300 0.0418 28.23% |
50-95% Experiment scale \ State-of-the-art
|abe|ing costreduction 7 datasets, 5 LLMs(Llama-2/3, CodelLlama, I performance
OW9?2-5' Phi-4); 1?-5k PPU'h +1.6k G PU'h; AcTracer outperforms existing
Label only 5-560% of the test data Metric: AUC of estimation error over 5-50% sampling methods in26 of 32

instead of 100 %. budgets. model-task settings in the paper. i




LLM Trustworthiness Analysis Beyond the White Box

Black-box
Analysis

Vs

\
. ° @
Analyze response Analyze response
quality in a black- quality in a white-
box way box way

Trustworthiness Assurance for
Large Language Model (LLM)




Look Before You Leap: An Exploratory Study of Uncertainty Analysis for Large
Language Models

Critical Token Perturbotion

(A) - .
GUESti'Dn Answe ring . lasted #® The Roman Empire losted for more than 500 years {D}
= The Roman Empire lasted for about 500 years
Pr::rmpt i # The Roman Empire losted for centuries
, [ - - .
How long did the ' vl ol el [Max vr ] [max veo| [min vr] [min veo)
Roman Empire last? | : ™ = wea -
. = = 1 vt ‘ - : HaxDiff VR MaxDiff VRO
| i ) S e w | Methed I: Perturbotion b b )
| i \~—-_ ~
.II Tokaes Probabilit * The Roman Empire losted for over three thousond years {EJ
f |]Tn.|'-| ut! gu i ® |1 i difficul! to exactly answer this question, as...
/ [ Rax Prob. ] [ Avg Prob. ] * The Roman Empire lasted for around 1000 years
LLM - w ) w )
Method I: Single Inference [""”‘ Entropy. ] [""‘9 Entropy. ] Method Il Sample-based
e >

e
\ Stochastic Inference _______.---"""-.'

Key findings:
1. Multi-inference-based approaches are superior but expensive
2. System prompt can greatly influence the accuracy of uncertainty estimation,

especially for those LLMs fine-tuned by RLHF.
3. Measuring uncertainty is an important direction for closed-source models than

. for open-source models.




Part 3 Recap: Analysis Framework of LLM and Applications

What it reads What it tells you

Hidden states — abstract

S Markov model

Uncertainty SlL;thkLitbtoc;ken probabilities,
PtTrust :Jne’ts;rr]::izt:tes during code
AcTracer Internal-state clusters +

output confidence

Commonthread: treat the LLM as a stateful system and bind semantics to its states, not only its

| outputs. Part 4 makes the similar extension and goes one step further on LLM based Agentic System

Abnormal generation paths:

hallucination, O0OD, adversarial Usie ZUze
How c.onfldent the model |§ TSE 2025
when internals are not available

Where a buggy line is being

written, at runtime, FSE 2025
unsupervised

Which few test inputs reveal

model weaknesses(SOTA in TOSEM 2026

26/32)




V7 T REYVIRY 712026

Talk Overview and Roadmap

Agentic Al Systems and Trustworthiness Challenges
Understanding the Core of Agentic Al from the Circuit View
Early Exploration of LLM Analysis Framework

Possible Extensions to Integration and System Level

Challenges and Opportunities

Where we are

White-box and black-box analysis of a single LLM can already flag untrust answer, buggy code and
uncertain answers, etc. Next: consider extending the similar state-transition lens to memory, RAG,

| tools/MCP and policy enforcement. (still a proposal with some early pilot studies)
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Memory Analysis at LLM Unit Level and Agentic Level

 Memorization of the Large Language Model (LLM)

« Memory Analysis of the Agentic Al Management Action(i.e., Read/Write)
Boundary

— a . ) TencentDE
0 p en C I aw @ m Agentic Memory < ':'\/\.:f_';- Agent Memary
Marmory For Al Agerits P —— 2 A Agests rememiee. Hamani incvate.

Aoty v Pty

' ey

b



PrivAuditor: Benchmarking Data Protection Vulnerabilities in LLM
Adaptation Techniques

SQL 075 Suject Finance o7 CorpClimate
0.64
0.62
0.60
o
8 0.58
0
=)
<056
0.54
“il“ I‘l II|IIiII h“ |.III I
0.50 rge Llama-7B T5-Large Llama-7B BLOOM-7B -)-6B
LLMs

mmm Likelihood wum Likelihood-ref ~ mmm Zlib Entropy  mmm Neighborhood s Min-K el Min-K++ mmm Gradient Norm mmm Neighboor

Data Size ierations Model size LLM adaptation can leak training data under existing attacks, and
i o - leakage grows with:

gom iy s / «larger domain training data

o ¥ /%J - more fine-tuning iterations

= i | == . larger target model

e et o+ M se n e o +weaker defense capability

Derui, Zhu, et al. "PrivAuditor: Benchmarking Data Protection Vulnerabilities in LLMAdaptation Techniques"NeurlPS 2024




A Simple LLM Extension: Retrieval-Augmented Generation (RAG) Systems
as Persistent Memory Example

Retrleval phase ~

) —[3]: =

-0

=1s]
Indexed Database
Retriever _jl Retrieved

Documents

1
1
I
I
I
1
1
1
I
I
1
1
I
\ N\ )
r( Generation phase ) \ ~ :
I
1
1
1
I
1
I
1
1
1
I
]

N
4_4@ < E —
Prompt _

1
1

Answer !
: Frozen LLM Prompt Generator
1

_______________________________________________________

RAG systems, which integrate external databases into the generation process,

can produce more accurate and useful information.
h Retrieval-Augmented Generation for Large Language Models: A Survey




Starting from a Pilot Study on the common Defect Patternsin the LLMAS
(ICSE 25) Are LLMs Correctly Integrated into Software Systems?

E Collected 3,000+ defect reports via GitHub APl and crawlers.

Verified closed issues by reviewing commit history and fixes.

| Reproducedopenissues withtest inputs and benchmarks.

o Discovered previously unknown defects through analysis.

STATISTICS OF STUDIED APPLICATIONS

Functionality # of Projects Avg LOC  Avg Stars  Avg Commits
Context-based QA 41 77807 6914 319
Task management 24 36626 7978 846
Chat robot 18 98728 3856 1695
Central platform 10 27749 3529 217
Other 7 12979 1078 1294

Shao, Huang, Shen, Ma, Su, Wan. Are LLMs Correctly Integrated into Software Systems? ICSE 2025, pp. 1178-1190.
doi:10.1109/ICSE55347.2025.00204 - arXiv:2407.05138 - Defect library (Hydrangea): github.com/ycshao12/Hydrangea



(ICSE 26) Comfrey: Mitigating Integration Failures in LLM-enabled
Software at Run-Time (Format, Syntax, Repetition)

Taxonomy of Integration

Failures
l ! l
Format Errors Syntax Errors Repetition Errors
|, Template discrepancy Syntax-parser Redundant software
(e.g., regex mismatch) —> misalignment —>  behavior
(e.g.,bad SOL) (pointless tool use)
|, Imp.ro.per segmentation
(splitting words) |, Inconsistent lexical Redundant semantics
features. —> (repeating the same
|, Incorrect context thought)

construction

(RAG relevance) Shao, Huang, Zou, Shi, Yang, Ma, Su, Wan. Comfrey: Mitigating Integration Failures in
LLM-enabled Software at Run-Time. |CSE 2026

44
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(ICSE 26) Comfrey: Mitigating Integration Failures in LLM-enabled
Software at Run-Time (Format, Syntax, Repetition)

Type #of Apps % withRAG AvgLoC  AvgStars Avg Commits
Conversational agent 12 75% 396,324 8,295 1,313
Task management 13 92% 92,689 16,502 1,358
Program synthesis 12 33% 23,629 851 91
Context-based QA 13 100% 99,862 17,856 1,471
Conversational agent - ‘
Task management - |
Program synthesis - |
Context-based QA - |
0% 10% 20% 30% 40% 50% 60% 70% 80% 90% 100%
Failure: Format Error Failure: Repetition Error I Failure: Exception
W Failure: Syntax Error Failure: Combined-Error Passed Test
& V2 Comfrey &
& X8 X .
=

P
= / @ >
Template =
{i—ﬁ % LLM agent Resolve Resolve Sganr';a;xr Resolve ‘——o %
Format * Syntax — Repetition =
Errors Context Errors Errors
Softwa re s:*_(;rmmr:;'rfom_» Feature Softwa re 45
ing

Components o P 6 y © v Components




Future Direction (Agentic Memory):
Trustworthiness Analysis via Boundary State Monitoring

The enlarged states=(o, M, ¢)

Security focus: the attack lives in state

6 = a{h) — LLM context, abstracted via SAE-feature Adversary corrupts the data — what a read returns
probes (holds_secret, following_injected_instructions, ...) (poisoning, hijacked retrieval).

M ={(m, prov,, &)} — thestore: a vector-DB table with

provenance + label columns

¢ € {public C secret} x {trusted = untrusted} — one

label pair; join LI = max

It persists — a poisoned item waitsin Mand firesin a

future session; access is one low-privilege write.
Property: non-interference — secret / untrusted must
never reach an external channel.

Transitions only at action boundaries

READ ¢ — £ U £_m —taint enters here

WRITE M «— M U {(m, 2)} — items inherit the
context's label

GUARD externalallowed < ¢ E £_channel

— the security rule

read
poisoned m* — ¢ = — read secrets
— £=T — send_email

state o state ;.1

Action Edge: mem_read - mem_write
token dynamics churn here information crosses ONLY heri token dynamics churn here

closed box — not monitored . closed box — not monitored
@ monitor + GUARD

watching the edges is complete — nothing enters or leaves inside a state

46



Tool (MCP)Usage: Real Incidents, 2025-2026

Incident

GitHub MCP “toxic agent flow” - May
2025

Supabase MCP token leak - Jul 2025

mcp-remote OAuth proxy RCE - Jul
2025

First malicious MCP server - Sep
2025

ClawHavoc marketplace poisoning -
Feb 2026

Cline npm compromise - Feb 2026

Exposed and poisonable MCP
servers - 2026

Consequence

Private repos and salary data posted toa
public PR

integration_tokens tabledumpedinto a
support ticket

Arbitrary code on the connecting client;
437,000+ environments

Every outgoing e-mail silently BCC'd to the
attacker

341 of 2,857 skills malicious (1,184 later);
credential stealers on 300k users

Poisoned skills preloaded via a legitimate
coding-agent release

36.7% of 7,000+ servers open to SSRF;
hundreds with no auth

Details

Hidden instruction in a publicissue; notool
was compromised, only the flow

Agent held aservice_role key that bypasses
row-level security

CVE-2025-6514, CVSS 9.6; malicious
remote server

Trojanized Postmark MCP package onnpm

Typosquatted names; skills inherit the
agent’s APl keys and wallets

cline@2.3.0 silently installed OpenClaw;
tokens rotated, signed manifests added

Silently re-described tools exfiltrate
through anapproved call(Microsoft IR)

Common pattern: private data+ untrusted content + an outbound channel in one agent (2025); in 2026 the
untrusted content became the tools themselves.

Invariant Labs(May 2025); General Analysis / S. Willison (Jul 2025); JFrog CVE-2025-6514; Koi Security (Sep 2025, Feb 2026); StepSecurity & Endor
Labs (Feb 2026); CVE-2025-59536; Trend Micro, BlueRock, Microsoft IR (2026).




Future Direction(Tools/Skills/MCP):
Trustworthiness Analysis by Boundary Path Monitoring

Same state, new transitions
ow1~ Plo’ |0y an 04), a €{call_tooly, call_skill, MCP, ...}

The LLM is the policy i(a| o). Learn the automaton from execution
traces — interpretable P(next tool | state).

Learned API call transition

websearch : read_file Z : read_mem

send_email

How the model finds & detects attacks

ite_
OFFLINE Model checking: is descriptive € normative ? Search e
the automaton for reachable dangerous subgraphs(the
lethal trifecta) before deployment .

(VNI Guard the red edges: before each privilege-relevant
transition, check the current state — veto sequences

like read_untrusted — send with no sanitize step. Red =privilege-relevant. Which sequences reach them is

ANOMALY  Detect drift: a trajectory with low probability under
learned P(next tool | state) = a jailbreak-in-progress
signal, caught mid-run.

the security question.

Attack livesin Accessrequired Property
Memory —data state — persists, fires later one async write non-interference
flow
Tools — control paths — transient, per run in-session steering reachability safety
flow

One model, two surfaces: a real exploit isa poisoned read (data flow) triggering a dangerous tool chain(control flow).
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From Trustworthiness Policy to Practical Enforcement

Policydocuments Extraction — Specialization — Formalization — Enforcement
regulation - law - org policy atomic, high-levelpolicies API-specific testable rules LTL over the transition model guards - monitors - model checking
Policy extraction Policy specialization
How to pull clear, atomic, high-level policies out of dense, How to translate abstract principles into concrete, API-specific
ambiguous legal and regulatory prose — without losing intent. risk scenarios and testable rules for each tooland channel.
Quality & traceability LTL validity & practicality
The generated volume is large — filter redundancy and low- Final formal rules must be syntactically valid, logically correct,
quality rules, and keep every rule traceable to its source clause and practical to test — a well-formed rule that can't be checked
foraudit. is decoration.

This closes the loop: the LTL rules produced here are exactly the safety properties the transition model checks offlineand the monitors enforce at runtime.
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Future Attempts: Logic, Neural, Neuro-Symbolic

SYMBOLIC/ LOGIC NEURAL NEURO-SYMBOLIC

Neural grounding, symbolic checking

Policy extraction + formal checking LLM as ajudge
Neural components ground the atoms —

A'model reads the trace and the policy text
directly and scores compliance — no
formalization step at all.

Policies become LTL/ temporal-logic rules ;
compliance =model checking offline,

LLMextracts rules from prose, probes
evaluate predicates like holds_secret — and
the logic layer composes and checks them.

synthesized monitors at runtime.

+semantics from the network, guarantees

+precise, auditable, composable; a violation comes +handles vague normative Ianguage ("be ) ) . )
with a counterexample trace . from the logic — this deck's own thesis,
respectful'); cheap to extend to new . .
. applied to policy
policies
- only covers what can be formalized; - unverifiable and inconsistent; the judge is rror bars; the certificate is
formalization can distort the policy'sintent itselfan LLM — injectable and gameable R B

Division of labor: formalize the hard security invariants (logic), delegate the genuinely vague remainder to a judge (neural), ground both in th e transition model (neuro-symbolic) —
and treat disagreement betweenroutes asa detection signalin itself.
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Talk Overview and Roadmap

Agentic Al Systems and Trustworthiness Challenges
Understanding the Core of Agentic Al from the Circuit View
Early Exploration of LLM Analysis Framework

Possible Extensions to Integration and System Level

Challenges and Opportunities

Where we are

From a single LLM, extended to to memory, tool usage, and policy extension as a LLMAS.
Many challenges remains hard, and where the research has to go.

b1



Trustworthiness of a Standalone Agentic Al System

( Typical Architecture of an LLM-based Agentic System (LLMAS) ] TUO'\;MCP ° Re Cap Of DNN and LLM from Cil’CUit V|eW

%
>
Memory ===

(\ S C Software
ummary

| (D

Feedback

Engineering
(Git, CI/CD, IDE...)

socem  tomam | 27O « Challenges of Analyzing LLMs
ObjECtiVB Autnoous
Memory Retrieval ‘ Driving Interface .
@ ‘s mg | * Early Exploration and Attempts

AR

y

P — W =

 —
—
— © Lall
\‘\-/ Enterprise

Productivity
Tools

Rethink LLM i i o

1 rennno & Aeton @ | * ExtensiontoMemory
’ \&
Execution Result & Observation Financial
Tools/Service

Environment

o
7
ﬁli — @ Impact] E@
@ 3‘6! < Healthcare
Lﬁ (7 ."‘.‘ Support

Tools/Service

Coding  Driving Simulation Office Environment Finance Gaming  Physical World ° PO | icy/ Sta n da rd S/ LaW E n fo rce m e nt

. Extension to Tool/Skill/MCP

4

Assuring Agentic Al Is Extremely Challenging, but It Is the Key 52



Trustworthiness Assurance of Agentic Al Systems
across the CI/CD Cycle

Al System Health |~Continuous Delivery

Model Performance Model Health
Data Health Distribution Shift Flaky Evals

Dependency Drift Concept Drift

Schema Change .
Data Poisoning Tool API Drift

Context Overflow Model Bias
Prompt Injection
INEE S Memory Health

M Poisoni . .
emory Poisoning Version confllc:tsAI Low Level Library

Code Health Auth Expiry MCP Outagg
killRegression  protocol Mismatch Tool/Skill/MCP Health

Timeline )

Every component of the Al system and stack changes over time



Agentic Al Reasons, Plans, Develops and Decides
Humans Still Carry the Responsibility: Where Is the Boundary?

Human participation in approval and interaction —
transparent, explainable, trustworthy?

Human-centered Engineering and Interactive Toolchain Support for Al System Lifecycle

@J Data Visualization f@ Data Management Model Interpretation & Model Inspection

8] Data Inspection Health Monitoring/A Model Deployment E@J Health Monitoring Model

Data
?
How to check 5
data quality? g How to check
model quality?

EHELE System Behavior Visualization = Model-code Interaction
SF = '

Code ﬁ System Inspection System Evolution F

?
g How toinspect a
complex system

Continuous Integration & Continuous Delivery
i izati i i Versioning &
Visualization Interpretation Inspection Managemgent

When and how to
approve??

TS

s LA
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Thank You for Your Attention

ma.lei@acm.org
https://www.malei.org

“The significant problems we face cannot be solved

at the same level of thinking that created them”
h by Albert Einstein




	Slide 1
	Slide 2: Talk Overview and Roadmap
	Slide 3
	Slide 4
	Slide 5: Software Development Paradigm 1.0 and 2.0
	Slide 6
	Slide 7
	Slide 8
	Slide 9
	Slide 10: 2025–26: Agents Now Span the Whole SE Lifecycle
	Slide 11: Adoption Is Racing Ahead of Trustworthiness Assurance
	Slide 12
	Slide 13
	Slide 14
	Slide 15
	Slide 16: Talk Overview and Roadmap
	Slide 17
	Slide 18: Understanding the Capability Boundary of  Traditional Software and a Simple DNN
	Slide 19
	Slide 20
	Slide 21
	Slide 22
	Slide 23: Talk Overview and Roadmap
	Slide 24
	Slide 25
	Slide 26
	Slide 27
	Slide 28: High-Level Intuition: Abstraction, Analysis, Interaction (Rule-based or Learning-based)
	Slide 29
	Slide 30
	Slide 31: Trustworthiness Perspectives and Semantic Binding
	Slide 32
	Slide 33: Localizing and Fixing LLM-Generated Bugs Is Not Easy
	Slide 34
	Slide 35
	Slide 36
	Slide 37
	Slide 38
	Slide 39: Talk Overview and Roadmap
	Slide 40: Memory Analysis at LLM Unit Level and Agentic Level
	Slide 41: PrivAuditor: Benchmarking Data Protection Vulnerabilities in LLM Adaptation Techniques
	Slide 42
	Slide 43
	Slide 44
	Slide 45
	Slide 46
	Slide 47
	Slide 48
	Slide 49
	Slide 50
	Slide 51: Talk Overview and Roadmap
	Slide 52
	Slide 53
	Slide 54: Agentic AI Reasons, Plans, Develops and Decides Humans Still Carry the Responsibility: Where Is the Boundary?
	Slide 55



